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ML is also very successful in some domains

The Beatles Not The Beatles

Image Credits:
https://www.wikipedia.org
https://www.news.sky.com

Prime Minister Not the Prime 
Minister

Human beings are natural experts in these domains
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But machine learning has had less success in high-risk settings
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Why?

What treatment should a 
patient take?

How should a teacher assist a 
student?

High stake decision-making is challenging even for humans
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Should a suspect be 
convicted?



Why?

What treatment should a 
patient take?

High stake decision-making is challenging even for humans
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Only 6% of asthmatics 
would be eligible for 

treatments from RCTs1

There is no one size fits all
1Smith, Saunders et al. Best Care at Lower Cost: The Path to Continuously Learning Healthcare in America, 2013.   

Only 10-20% of treatments 
are based on RCTs



Decisions often have long-term consequences
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Image credit: David Sontag – ML for Healthcare, 6.871



Reinforcement Learning for Long-Term Decision-Making

Using Models for Selection

Statem = (T, Ω, R)

Reinforcement Learning can reason about long-term, but often in 
simulation settings.

Ernst et al (2005), Parbhoo (2014)

Agent EnvironmentMedicine is inherently a 
sequential decision making 
problem:

• Clinicians, with their best 
understanding of a patient’s status, 
propose a treatment.

• Patient status may change as a result 
of the treatment.

• Outcomes are a result of prior 
treatments.

RL makes this process explicit
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Example: HIV Therapy Management

• Requires life-long treatment with 
combinations of antiretrovirals.

• Virus is highly mutagenic and can 
become drug resistant.

• Patients exhibit significant 
heterogeneity.
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Example: HIV Therapy Management

• Treatments consist of five classes of drugs: NNRTIs, NRTIs, PIs, IIs, FIs

• The virus mutates in response to treatments leading to drug resistance
Continued use
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Solution: Train a model over long-term outcomes

drug drug drug

state state state

CD4 CD4 CD4

VL VL VL

Mut. Mut. Mut.

Modelling HIV as an RL problem can 
help determine treatments that may 
work in the long-term (e.g. Ernst 2007; 
Parbhoo 2014; Marivate 2015), but 
often in simplified/simulation settings 
only.

…
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Modeling Long-Term Consequences is Helpful

Baseline Value

Random Policy -7.31 +/- 3.72

Neighbour Policy 6.35 +/- 2.61

Long-term Policy 11.52 +/- 1.31

• Cohort: 32960 patients from 
EuResist Database

• Observations: CD4s, VLs, 
mutations, clinical variables

• Actions: 312 most frequently 
occurring drug combinations 
(from 25 drugs)
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Combining Kernel and Model-based RL for HIV Therapy Selection –Parbhoo et al 2016, AMIA



Evaluating Reinforcement Learning Algorithms in Observational Health Settings– Gottesman et al 2017, Nature Medicine
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Baseline Value

Random Policy -7.31 +/- 3.72

Neighbour Policy 6.35 +/- 2.61

Long-term Policy 11.52 +/- 1.31

Long-term Policy on 
SA data

4.26 +/-2.17

…. But Evaluation Can Be Brittle



…. But Evaluation Can Be Brittle

Evaluating Reinforcement Learning Algorithms in Observational Health Settings– Gottesman et al 2017, Nature Medicine
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Baseline Value

Random Policy -7.31 +/- 3.72

Neighbour Policy 6.35 +/- 2.61

Long-term Policy 11.52 +/- 1.31

Long-term Policy on 
SA data

4.26 +/-2.17

This occurs because of 
the spread of the 

treatments 
administered



Uncertainty matters

Diagnosis:
ARDS or pneumonia?

Data:
Missingness in EHR records

Treatment:
Drug A or Drug B?

Though we cannot always eliminate these, knowledge about such uncertainties 
can help us learn how to act.

Diagnosis:
In-distribution or outlier?
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Why is uncertainty important?

All models are wrong, but models that know when they are wrong, are useful.
– Dustin Tran, 2020

• Generalisation and transfer learning
• Safety
• Active Learning 
• Reducing overreliance and trust
• Fairness
• Interpretability
• Causality

Only 6% of 
asthmatics eligible 

for RCTs

Don’t apply model to patients outside study 
group
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Uncertainty estimation: Bayesian Methods

• Bayesian methods represent uncertainty using a distribution over 
parameters:
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Uncertainty estimation: Bayesian Methods
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Ɣ ZÔĬŸ�īĲôøĦŒ�îÔĬ�ǁř�řđø�řŎÔĔĬĔĬČ�ôÔřÔ�ŲøĦĦ
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Many models with varying parameters 
may fit the training data well.

• Uncertainty about the choice of 
model that generated our data is 
known as epistemic uncertainty.

• Model uncertainty is reducible:
• it decreases with more data 

(subject to model identifiability)
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• Uncertainty about the data is known as 
aleatoric uncertainty.

• Data uncertainty is irreducible*:
• Persists even under infinite data
• *Can be reduced by using additional 

features/views

• Labelling noise (e.g. human disagreement)
• Measurement error (e.g. imprecise devices)
• Missing data (e.g. partially observed features 

or hidden confounders)
Diabetic retinopathy detection from fundus images - Gulshan et al, 2016
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Applying Bayesian Methods in Practice

• Using Bayesian models to make inferences can help us reason about 
uncertainties in different scenarios.

• If such a model makes inaccurate predictions and has high epistemic 
uncertainty, one may prefer to use another model to make predictions.

• However, if a model makes reasonable predictions, but has high 
aleatoric uncertainty, one needs to be very careful who the model is 
applied to as it may be unsafe beyond the data distribution.

Help - I Need Somebody! Deferring to Humans for Sequential Decision-Making in Uncertainty



Learning to Defer to Humans in Uncertainty
• Human expertise is valuable in high-risk 

settings such as healthcare.

• Domain experts can often provide 
additional knowledge that can help 
reduce uncertainties for rare cases or 
outlier patients.

• Though prior works have explored ways 
to combine humans and models, none of 
these account for uncertainty and long-
term effects.

Combining Kernel and Model-based RL for HIV Therapy Selection – Parbhoo et al, 2017, AMIA

Consistent Estimators for Learning to Defer to an Expert – Mozannar et al, 2020, ICML
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Help - I need somebody! Deferring to Humans in Uncertainty

…. or here?

Should I defer to 
expert here?
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Quantify where a
model cannot be 

trusted

Quantify impact of
delaying deferral

Model changing 
dynamics and 

uncertainty

Pre-emptive learning to defer for sequential decision-making in uncertainty –Parbhoo*, Joshi* and Doshi-Velez 2022, arXiv preprint.
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Quantify where a
model cannot be 
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Quantify impact of
delaying deferral

Model changing 
dynamics and 

uncertainty
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The effect of a wrong action may only be 
observed after a delay. Decisions to defer must 

account for propagated uncertainty and 
potential future deferrals. 



Step 1: Learn a model of non-stationary dynamics

Step 2: Use posterior sampling to capture uncertainty over models
…..

~
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Modeling Changing Dynamics
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Pre-emptive learning to defer for sequential decision-making in uncertainty –Parbhoo*, Joshi* and Doshi-Velez 2022, arXiv preprint.



Modeling Changing Dynamics

Step 1: Learn a model of non-stationary dynamics

Step 2: Use posterior sampling to capture uncertainty over models
…..

~
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Pre-emptive learning to defer for sequential decision-making in uncertainty –Parbhoo*, Joshi* and Doshi-Velez 2022, arXiv preprint.
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Sequential Learning to Defer (SLTD)

26.10.22
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Pre-emptive learning to defer for sequential decision-making in uncertainty –Parbhoo*, Joshi* and Doshi-Velez 2022, arXiv preprint.

Step 3: Quantify the impact of delaying deferral

Defer later Defer now

this uncertainty comes from. This information can subsequently be used by the expert to determine how to
act.

Problem Setup. We consider a finite horizon MDP defined by M ⌘ (S,A,P, r, p0, �) where S indicates
the state-space, A indicates the action-space, P the transition dynamics, r : s⇥ a!R+ the reward function,
p0 the initial state distribution and the discount factor �. Consider a fixed and known stochastic policy
⇡tar : S ⇥A! [0, 1]. We consider non-stationary dynamics where Mt denotes the MDP at the tth time in an
episode. We assume the existence of a true set of non-stationary dynamics governing all episodes and denote it
by {M⇤

t }t. In the rest of the manuscript, Mt denotes a sample approximating the true dynamics M⇤
t . With

slight abuse of notation we write M to refer to the dynamics of the MDP when clear from context.

We assume that we have observational data collected from some behavior policy ⇡0, denoted by D =
{si,0, ai,0, ri,0, · · · , si,T , ai,T , ri,T }Ni=1 where T is the episode-length and N is the number of episodes. The
value of a policy ⇡ at t is given by V M

⇡,t (s) = EM[
PT

j=t �
jrj(s, a)|st = s,⇡]. Deferral to an expert is denoted

by the action ?.

We now formalize how to recover a pre-emptive deferral policy with respect to a target policy.

Definition 1. Let a target policy ⇡tar,t(a|s) be such that such that there exists ? ✓ st ✓ S 8t 2 {0, 1, · · · , T}
where P (V M⇤

⇡tar,t(s) < V M⇤
?,t (s) � c) > ⌧ for constant cost of deferral c1 and threshold ⌧ > 0, 8s 2 st. Let a

policy g⇡tar(s, t) be such that g⇡tar(s, t) , 1(P (V M⇤
⇡tar,t(s) < V M⇤

?,t (s)� c) > ⌧).

Corollary 1. By Definition 1, g⇡tar(s, t), includes the earliest time in the episode where P (V M⇤
⇡tar,t(s) <

V M⇤
?,t (s)� c) > ⌧ . Therefore, g⇡tar(s, t) is also a pre-emptive deferral policy.

Intuitively, ⌧ can be considered a safety threshold that trades off the tolerance for outcome and the learned
policy will defer often. Deferring using g⇡tar(s, t) will thus reflect in a higher value and lower propagated
uncertainty.

Definition 1 indicates that to reliably learn the deferral policy, we need to estimate the probability that
outcomes will not improve. This in-turn identifies regions of the state-space that increase future uncertainty
and do not improve long-term outcomes. To accurately estimate this probability, we should model all sources
of uncertainty in the system, including the non-stationarity in the dynamics, and the uncertainty associated
with our modeling assumptions. In the following we describe how to account for all these sources of uncertainty
and then decide when to defer.

Algorithm 1 Sequential Learning to Defer

Input: Posterior estimates {pt(·|D)}Tt=0, target policy ⇡tar, behavior policy ⇡0.
Initialization: Deferral function g⇡tar(s, t) = 0 for all s 2 S and t 2 {1, 2, · · · , T}.
for t 2 {T, T � 1, · · · , 1} do

for s 2 S do

Compute {V M
⇡tar,t(s)} and {V M

?,t(s)� c} 8M
Update g⇡tar(s, t) ⇡ EM⇠pt(·|D)[1(V

M
⇡tar,t(s) > V M

?,t(s)� c) > ⌧ ]
end for

end for

return g⇡tar(s, t)

Modeling non-stationary dynamics with posterior sampling. To quantify all sources of (propagated)
uncertainty, our approach is based on Bayesian RL. Specifically, we model the posterior distribution over the
non-stationary MDPs using Bayesian inference to estimate the non-stationary dynamics Mt and the reward
function r(st, at). We make parametric assumptions on the family of these distributions and use conjugate
priors over the parameters of the distributions. Learning a non-stationary model allows us to capture sources
of irreducible uncertainty in the system. We can now estimate the impact of delayed deferral, by averaging
over this uncertainty.

Quantifying the impact of delaying deferral. Using the above samples, we can estimate the likelihood
of improvement by deferring based on Definition 1. That is, we choose to defer to an expert when g⇡tar(s, t) ⇡
EM⇠pt(·|D)[1(V

M
⇡tar,t < V M

?,t � c) > ⌧ ].

We test the objective at every time-point to update g⇡tar(s, t) if not-deferring is unlikely to improve outcomes.
Note that the estimates V M

⇡tar,t(s, a) will also account for future potential deferrals thus allowing us to learn a
pre-emptive policy. Note that here we are focused on deferring for a fixed target policy, rather than policy
improvement, which is particularly useful in situations where such updates may not be permitted due to safety
concerns. In practice, V M

?,t(s) could be estimated based on how a clinician might actually choose to treat the
patient and deviate from our reference policy ⇡0. Our procedure is summarised in Algorithm 1.

4 Decomposing the uncertainty at deferral
A key contribution of our work is that we provide a justification to the clinician for the need to defer at
every point of deferral identified by Algorithm 1. We do so by explicitly highlighting sources of uncertainty
resulting in deferral. Apart from focusing on total uncertainty, we also convey different sources of uncertainty

1
We introduce a constant cost for deferral so as to defer to the domain expert only when necessary

3



Sequential Learning to Defer: Algorithm

26.10.22
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Pre-emptive learning to defer for sequential decision-making in uncertainty –Parbhoo*, Joshi* and Doshi-Velez 2022, arXiv preprint.



Decomposing the uncertainty at deferral
• The outcome we are interested in is

Decompose

• First term averages over the variance due to        and captures aleatoric uncertainty 
at 
• Second term captures variance conditioned on knowledge of the model or epistemic 

uncertainty at deferral time.

by decomposing the total uncertainty at deferral. That is, we consider epistemic/modeling uncertainty,
which captures whether the model has high uncertainty, as well as aleatoric uncertainty resulting from the
stochasticity itself. Conveying both these sources of uncertainty can subsequently help the clinician determine
how to act.

Concretely, let td correspond to the first realization such that g⇡tar(std , td) = 1 in state std . Then, we are
interested in the reward (and uncertainty over the reward) at time T due to deferring at time td.When
we defer, we rely on the behavior policy. To estimate the total and epistemic uncertainty, we leverage our
posterior sampling framework once again. For any time t, the MDP M is a Dirichlet sample (for a given
state-action pair) and is denoted by µt. These dirichlet samples allow us to capture modeling uncertainty.
The model parameters that parameterize the distribution over the MDPs is denoted by ✓t and are indexed by
the state-action pair (st, at). That is, we sample from posterior distribution p(✓t0 |D), followed by sampling
the posterior MDP dynamics Mt , µt ⇠ p(µt0 |✓0t(st0 , at0)), which in-turn allows us to sample the next state.
For specificity, we denote the state at the time of deferral td by std . The outcome we are interested in is
given by:

E[rT |std , µtd ] =

Z sT

std+1

Z aT

atd

Z µT

µtd+1

Z T

✓td

r(sT , aT )
TY

t0=td+1

p(st0 |µt0)p(µt0 |✓0t(st0 , at0))⇡t0(at0 |st0)p(✓t0 |D)dsTtd+1da
T
tddµ

T
td+1d✓

T
td

(1)

Here for brevity, integrands are written in short-hand: sTtd+1 = {std+1, std+2, · · · , sT } (analogously for other
quantities, hidden in the above equation) and ⇡t0 = ⇡0 for t0 = td and can be either the the behavior or target
policy for all future times t0 > td to account for potential future deferrals.

First, note that we maintain only one estimate of parameter ✓t0 and sample posterior samples µt0 from this
distribution. That is, p(✓t0 |D) = �✓t0 which is a delta function centered at ✓t0 8 t0 2 {0, 1, 2, · · · , T}. Thus,
the epistemic uncertainty we capture is due to the uncertainty over dynamics under fixed parameters. High
variability in sampling µt0 indicates the current state st0 (and action) is out-of-distribution. We propose that
the (multi-step) total uncertainty can be decomposed using the law of total variance as follows:

Var(rT |std ,D)| {z }
Total Uncertainty

= Eµtd
⇠p(µtd

|D)[Var(rT |µtd , std ,D)]
| {z }

Irreducible/ Aleatoric Uncertainty

+Varµtd
⇠p(µtd

|D)(E[rT |µtd , std ,D])
| {z }

Epistemic/Modeling Uncertainty
(2)

The second term in the above equation captures the variance conditioned on knowledge of the model at
deferral time (µtd), therefore marginalizing only over current aleatoric uncertainty and future total uncertainty
(i.e. over future µt0 , future deferral, and reward). This term therefore captures propagated uncertainty due to
modeling/epistemic uncertainty at td. The first term averages over the variance due to µtd and thus captures
propagated total uncertainty to due to aleatoric uncertainty at td. We approximate this integration using
Monte-carlo sampling.

High propagated epistemic uncertainty can convey that the current uncertainty of model prediction (of the
dynamics) is high enough but could be improved if additional data in this region could be collected to improve
the reducible sources of uncertainty. High propagated aleatoric uncertainty indicates high variability in the
patient’s dynamics that may need to be managed with careful interventions and is otherwise not manageable.
Based on the communicated uncertainty, the clinician may choose to deviate from their usual practice for
rare cases with high epistemic uncertainty and instead consult multiple experts and/or attempt experimental
treatments.

Synthetic
(mean ± 2 s.e.)

Sepsis-diabetes
(mean ± 2 s.e)

Diabetes
(mean ± 2 s.e.)

Value (SLTD-⇡tar) 5.845 ± 0.04 -0.337 ± 0.006 65.162 ± 0.364

Value (SLTD-stationary-⇡tar) 5.937 ± 0.039 -1.46 ± 0.01 50.449 ± 0.301
Value (SLTD-one step-⇡tar) 4.867 ± 0.041 -0.386 ± 0.006 64.869 ± 0.362
Value (⇡tar) 4.879 ± 0.04 -0.831 ± 0.008 25.801 ± 0.262
Augmented-MDP 2.235 ± 3.227 -2.405 ± 0.606 -0.898 ± 0.022
Madras et. al. -0.002 ± 0.0 -2.817 ± 0.491 0.336 ± 0.032

Table 1: Expected rewards for SLTD compared with baselines. The table shows the value of using ⇡tar with
our deferral method SLTD and without, including the one-step and stationary variants. Higher values indicate
better performance. For all datasets, we see a significant benefit due to early deferral. Augmented-MDP
baselines performs poorly as it defers only when the rewards are suboptimal. SLTD-one step only relies on
immediate rewards and uncertainty thus failing to improve long-term outcomes for Synthetic data. However
there are benefits to myopic deferral for Sepsis-diabetes and Diabetes as ⇡tar also has suboptimal rewards in
regions where it takes random actions. The benefits are less compared to SLTD-⇡tar. The mis-specified model,
SLTD-stationary performs reasonably well for synthetic simulation, it underestimates long-term uncertainty
when the system is highly non-stationarity as in Diabetes data. Finally, the supervised Madras et. al. baseline
is myopic and unable to maximize long-term reward. SLTD-one-step focuses on immediate reward, therefore
unable to perform well for Synthetic data where modeling long-term reward is critical; whereas it shows some
benefit for Sepsis-diabetes and Diabetes where ⇡tar can have suboptimal immediate rewards in the deferral
region.

5 Experiments
We conduct our experimental analysis to evaluate the ability of SLTD to defer pre-emptively for a known and
fixed policy ⇡tar to behavior policy ⇡0. More specifically, we test the benefits of key aspects of SLTD: i) the
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by decomposing the total uncertainty at deferral. That is, we consider epistemic/modeling uncertainty,
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The second term in the above equation captures the variance conditioned on knowledge of the model at
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Synthetic
(mean ± 2 s.e.)

Sepsis-diabetes
(mean ± 2 s.e)
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(mean ± 2 s.e.)
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SLTD-stationary performs reasonably well for synthetic simulation, it underestimates long-term uncertainty
when the system is highly non-stationarity as in Diabetes data. Finally, the supervised Madras et. al. baseline
is myopic and unable to maximize long-term reward. SLTD-one-step focuses on immediate reward, therefore
unable to perform well for Synthetic data where modeling long-term reward is critical; whereas it shows some
benefit for Sepsis-diabetes and Diabetes where ⇡tar can have suboptimal immediate rewards in the deferral
region.
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What can these uncertainties tell us?

• High Epistemic Uncertainty: 
• Uncertainty of model’s prediction is high 
• Possible improvement if additional data in this region could be collected to 

improve the reducible sources of uncertainty. 

• High Aleatoric Uncertainty: 
• There is high variability in the patient’s dynamics that may need to be 

managed with careful interventions or is otherwise not manageable.
• Aleatoric uncertainty is important for safety

• Based on uncertainty, expert may choose to deviate from practice and/or get 
second opinions.
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Toy Demonstration

26.10.22

• Given 8 states: s6 has reward -5; while others have reward +1

• Each sample starts at s0 and progresses to s7

• Two actions: a0 decreases chances of landing in s6; a1 increases this

• Target policy increases the chances of landing in s6 from {s2, s3, 
s4} at times 3-8.

• Non-stationarity increases over time, while rewards are positive in {s2, 
s3, s4} so that poor outcomes only manifest in the future.

• A pre-emptive deferral policy should defer between times 3 and 8.
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Optimizing for long-term outcomes learns qualitatively 
different deferral policies
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SLTD’s policy improves long-term outcomes
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SLTD produces better outcomes with fewer deferrals
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Deferring early potentially reduces overall uncertainty

SLTD Stationary One-step
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Decomposing the uncertainty can help us interpret why we 
need to defer
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Summary

Help - I Need Somebody! Deferring to Humans for Sequential Decision-Making in Uncertainty

• High stake decisions have long-term consequences and are often 
applied in exceptional situations where generalisation is hard

• Our work provides a means of quantifying risk in sequential settings, 
such that one may defer to a domain expert where necessary.
• Based on the uncertainty, one may also learn when to collect more 

data or retrain the model.
• Future work may explore how this uncertainty can be incorporated 

into an active learning setting to improve model performance or 
identify areas such as dead-ends.



Help – I need somebody… Not just anybody!
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